
Course Overview
CSCI 601-771 (NLP: Advances in Self-Supervised Models)

https://self-supervised.cs.jhu.edu/fa2025/
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Why This Course? 

▪ Let’s start with an example: ChatGPT DeepResearch
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8Example retrieved on 03/13/2025

ChatGPT Deep Search
(~10 mins)

Looks impressive; 
doesn’t it? 
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ChatGPT

▪ Can write essays, gather related ideas, 
expand your research idea, debug your code, etc. 

How is it able to do these? 

• What are the principles that govern this technology? 
• Can we replicate it? 
• Can we extend it? 
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Meanwhile … 



Example retrieved on 03/13/2025
Lots of text, not much structure/insight. 

GPT 3.5 has two 
rows? 

ChatGPT Deep Search
(~10 mins)

Incorrect information
(precision issues)



Example retrieved on 03/13/2025

???

No reference to 
Llama2 paper itself? 

The table has these models: 
GPT-3.5, GPT-4, Claude, Sparrow, 

LaMDA, LLaMA-2
What about the rest? Recall issue. 

ChatGPT Deep Search
(>15 mins)
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The table I created on my own

Language 

Model

Relea

se
Base 

Alignment 

Algorithm(s) 
Used

Alignment Data Sources for 

alignment 

GPT-3-

instruct
2020 GPT-3 

SFT --> 

RLHF/PPO

Curated datasets with human-labeled 

prompts and responses

GPT-4 2023
GPT-4 pre-

trained? 

SFT --> 

RLHF/PPO

Curated datasets with human-labeled 

prompts and responses

Gemini 2023
Gemini pre-

trained? 

SFT --> 

RLHF/PPO

Curated datasets with human-labeled 

prompts and responses

LLaMA2 2023
LLaMA2 pre-

trained 

SFT --> 

RLHF/PPO

Curated datasets with human-labeled 

prompts and responses

LLaMA3 2024
LLaMA3 

pre-trained 

Iterate: Rejection 

sampling -> 
SFT -> DPO 

10 million human-annotated examples. 

The alignment process was conducted 
over multiple rounds, with each round 
involving the collection of new 

preference annotations and SFT data. 

Alpacha 2023 LLAMA 1 SFT Self-Instruct, 52,000 input-output pairs 

Qwen2.5 2024
Qwen2.5 pre-

trained 

SFT -> DPO -> 

GRPO 
1 million samples

Tulu 3 2024 Llama 3.1
SFT -> DPO -> 

RLVR
near 1 million samples 

DeepSeek

(V3)
2024

DeepSeek pre-

trained 
SFT -> GRPO 

1.5 million samples (reasoning + non-

reasoning tasks). 
Reasoning data was generated by 
specialized models. 

Non-reasoning data was produced by 
DeepSeek-V2.5 and validated by 

human reviewers.

What I manually created 
for my course
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AI (e.g., Deep Research) is far from perfect

▪ LLMs know about many interesting connections. But can they be more precise? 

▪ LLMs are fluent and verbose. 

o Remarkable on the first sight. 

o But quickly becomes a problem for information overload. 

▪ Note that this was an easy prompt — extensively discussed online (papers, Twitter, 
Reddit, etc.) and hence, during pre-training. 

Why does it make such surprisingly simple mistakes? 

• Can we explain these? 
• Can we predict them? 
• Can we mitigate (or even better, solve) them?
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Course Learning Objectives 

▪ Broad research question: 

o Reasoning: Understanding LLMs ability and limitations in performing complex, multi-
step inference. 

o Long inputs/output: Understanding LLMs ability and limitations in processing long 
inputs and generating long outputs. 

o Efficient inference: Understanding the latest advances and hurdles in efficient 
inference.

▪ Skills: 

o Technical—understanding of the algorithms and implementing them. 

▪ Gaining intuitions about capabilities and limitations of models. 

o Soft skills—intuition about capabilities, teamwork.
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Focus on Natural/Human Language

▪ Most of the class revolves around natural language.

▪ Why natural language? 

o It is a convenient medium of communication.

o Natural language is our species’ best attempt to encode everything 
about the world as efficiently as possible.

o A huge archive of natural language is freely available (e.g., on the web).
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How did we get here?
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Progress in AI

▪ Many advances are due to neural networks

▪ How old are neural networks?

[Slide credit: Arman Cohan]
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Progress in AI

▪ Many advances are due to neural networks

▪ How old are neural networks?

[Slide credit: Arman Cohan]

McCulloch & Pitts (1943)
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Progress in AI

▪ Many advances are due to neural networks

▪ How old are neural networks?

o They’ve been around since the 1940s

o But why have only recently we seen breakthroughs?

• 3 necessary forces had to come together! 

[Slide credit: Arman Cohan]
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Force 1: Massive Amount of Data 

▪ Internet provided us with a massive repository of data. 

Image source: https://www.forbes.com/sites/tomcoughlin/2018/11/27/175-zettabytes-by-2025/?sh=1e6ca8455459

https://www.forbes.com/sites/tomcoughlin/2018/11/27/175-zettabytes-by-2025/?sh=1e6ca8455459
https://www.forbes.com/sites/tomcoughlin/2018/11/27/175-zettabytes-by-2025/?sh=1e6ca8455459
https://www.forbes.com/sites/tomcoughlin/2018/11/27/175-zettabytes-by-2025/?sh=1e6ca8455459
https://www.forbes.com/sites/tomcoughlin/2018/11/27/175-zettabytes-by-2025/?sh=1e6ca8455459
https://www.forbes.com/sites/tomcoughlin/2018/11/27/175-zettabytes-by-2025/?sh=1e6ca8455459
https://www.forbes.com/sites/tomcoughlin/2018/11/27/175-zettabytes-by-2025/?sh=1e6ca8455459
https://www.forbes.com/sites/tomcoughlin/2018/11/27/175-zettabytes-by-2025/?sh=1e6ca8455459
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Force 2: Computing Power 

▪ Fast processors for deep learning! 

A100 GPU
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Force 2: Computing Power 

▪ Fast processors for deep learning! 

▪ Cheaper computing power
over time.

https://www.lesswrong.com/posts/c6KFvQcZggQKZzxr9/trends-in-gpu-price-performance

The amount of 
computing power, 

per dollar 

https://www.lesswrong.com/posts/c6KFvQcZggQKZzxr9/trends-in-gpu-price-performance
https://www.lesswrong.com/posts/c6KFvQcZggQKZzxr9/trends-in-gpu-price-performance
https://www.lesswrong.com/posts/c6KFvQcZggQKZzxr9/trends-in-gpu-price-performance
https://www.lesswrong.com/posts/c6KFvQcZggQKZzxr9/trends-in-gpu-price-performance
https://www.lesswrong.com/posts/c6KFvQcZggQKZzxr9/trends-in-gpu-price-performance
https://www.lesswrong.com/posts/c6KFvQcZggQKZzxr9/trends-in-gpu-price-performance
https://www.lesswrong.com/posts/c6KFvQcZggQKZzxr9/trends-in-gpu-price-performance
https://www.lesswrong.com/posts/c6KFvQcZggQKZzxr9/trends-in-gpu-price-performance
https://www.lesswrong.com/posts/c6KFvQcZggQKZzxr9/trends-in-gpu-price-performance
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Force 2: Computing Power 

Image source: https://developer.nvidia.com/blog/scaling-language-model-training-to-a-trillion-parameters-using-megatron/

▪ Fast processors for deep learning! 

▪ Cheaper computing power
over time.

▪ Distributed training/inference
allows us to scale to a larger
set of processors.   
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Force 3: Algorithmic innovations 

▪ Advances in optimization
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Force 3: Algorithmic innovations 

▪ Advances in optimization

▪ Innovations in model architectures

▪ ….
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The success we dreamed of

Language models that are 
remarkably capable at solving 
many important NLP 
benchmarks.
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Course Learning Objectives 

▪ Broad research question: 

o Reasoning: Understanding LLMs ability and limitations in performing complex, multi-
step inference. 

o Long inputs/output: Understanding LLMs ability and limitations in processing long 
inputs and generating long outputs. 

o Efficient inference: Understanding the latest advances and hurdles in efficient 
inference.

▪ Skills: 

o Technical—understanding of the algorithms and implementing them. 

▪ Gaining intuitions about capabilities and limitations of models. 

o Soft skills—intuition about capabilities, teamwork.



Course Logistics
CSCI 601-471/671 (NLP: Self-Supervised Models)

https://self-supervised.cs.jhu.edu/sp2025/
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Course Logistics Brief 

▪ Instructor: Daniel Khashabi 

o You can call me “Daniel”, as long as we act mutually respectfully.

▪ Course Assistant: Anushri Suresh
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Course Website

▪ Lots of important information on the website: 
o https://self-supervised.cs.jhu.edu/fa2025

https://self-supervised.cs.jhu.edu/sp2025
https://self-supervised.cs.jhu.edu/sp2025
https://self-supervised.cs.jhu.edu/sp2025
https://self-supervised.cs.jhu.edu/sp2025
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Course Prerequisites 

▪ Comfortable with programming, particularly Python 

▪ Comfortable with the foundations: 

o Transformer, pre-training, fine-tuning 

o Some basic understanding of alignment 

▪ HW1 should give a sense how prepared you are! 



68

During the Class 

▪ A small team (usually 2 students) present 1-2 papers (20-25 minutes).

▪ We (collectively as a class) will critically discuss the paper (remaining 30 mins).

o This may also turn into open-ended conversation.
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Before the Class 

▪ The presenter students: 

o You will know that you’re presenting 10 days in advance. 

• Anushri is in charge of assignments. Negotiate with her! :) 

o You need to share your slides with us 48 hours before the class. 

• We will give you feedback so that you can improve your slides. 

▪ The non-presenter students: 

o Write a one-pager summary of what was discussed last time. 

o A forcing mechanism to get us to think about what learned during the class.

o At the beginning of each class, one of the students (randomly selected) will 
remind us what we talked about in the previous class based on their one-pager.
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During the Class [Revised]

▪ Beginning of the class: A student will remind us what we talked about in the 
previous class based on their one-pager.

▪ A small team (usually 2 students) present 1-2 papers (20-25 minutes).

▪ We (collectively as a class) will critically discuss the paper (remaining 30 mins).

o This may also turn into open-ended conversation.
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Grading Policy

▪ One Homework (individual): 10%

▪ In-class participation (individually): 20% 
o Discussions: Step Up/Step Back
o Punctuality: being at class before we start 

▪ One-pager summary and its presentation: 20% 

▪ Paper presentation and critique: 20% 

▪ Final project (team): 30%

▪ Skip days: You may skip up to 3 classes (during the dates that you're not 
presenting) with instructor consent ahead of time. 
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Final Project

▪ Must be exploring a topic related to the focus of the class. 

▪ This is your chance to gain research experience on a topic of interest. 

▪ Topic choice will be (relatively) free. We will help you develop your ideas!

▪ Deliverables: 

1. Submit project proposal outline (for our formal review and suggestions) 

• To make sure that the project is scoped reasonably and doable in your limited 
time.

2. Get excited and work on the project

3. Midway report 

4. Final project presentation, poster session, report 
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Communication Mechanism 

▪ A Slack channel where: 

o We will have a room for sharing general discussions 

o Direct communication with me, if needed. 

o You can also create channels for your teamwork.

▪ Are people comfortable with Slack? 
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HW1 is released!

▪ Due Thursday next week. 

o Has both theory (background on algebra, etc.) and programming (building a 
classifier). 

▪ A baseline for self-assessment. 
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“Is Typesetting Mandatory?”

▪ Yes! 
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Quick pulse check (1)

▪ I have understood the course expectations!  
oYes

oNo
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Quick pulse check (2)

▪ I am on the waitlist. Will I be able to register?

o I don’t know. 

o However, typically, 20-30% of students drop the course within the first 
week. If you’re among the top 20 on the waitlist, there’s a good chance 
you’ll get in.
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Quick pulse check (3)

▪ I am currently on the waitlist and very eager to take this course. 
I’m optimistic about getting in. Should I submit the assignments 
even though I’m not officially registered?

o Yes!

o If you’re on the waitlist and excited to join, you should go ahead and 
submit the homework assignments. 

o Everyone—whether they joined late or were already registered—must 
adhere to the same deadlines. 

o No HW extensions for late joiners. 
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Wrapping it up! 

▪ HW1 is released! 

▪ If you’re not going to take this, drop the course! 



© The Johns Hopkins University 2023, All Rights Reserved.
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