
Transformer Architecture

CSCI 601-771 (NLP: Self-Supervised Models)

https://self-supervised.cs.jhu.edu/fa2025/
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Self-Attention 
Module
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Attention 

▪ Core idea: build a mechanism to focus (“attend”) on a particular part of the context.

▪ How  can this overcome the "long-range dependencies" problem in RNNs? By allow 
the model to directly “look” at all tokens and decide which one is useful.

[Attention Is All You Need, Vaswani et al. 2017]

https://arxiv.org/abs/1706.03762
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Self-Attention 

𝑥4𝑥3𝑥2𝑥1

𝑏4𝑏3𝑏2𝑏1

𝑥4𝑥3𝑥2𝑥1

𝑏4𝑏3𝑏2𝑏1

Self-Attention Layer

• 𝑏𝑖 is obtained based on the 
whole input sequence. 

• can be parallelly computed. 

Idea: replace any thing done by RNN with self-attention. 

RNN

“Neural machine translation by jointly learning to align and translate” Bahdanau etl. 2014; 
“Attention is All You Need” Vaswani et al. 2017
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Defining Self-Attention

▪ Terminology: 

o Query: to match others

o Key: to be matched  

o Value: information to be extracted

[Vaswani et al. 2017: https://arxiv.org/abs/1706.03762]

https://arxiv.org/abs/1706.03762
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Defining Self-Attention

[Vaswani et al. 2017: https://arxiv.org/abs/1706.03762]

An analogy …. 

▪ Terminology: 

o Query: to match others

o Key: to be matched  

o Value: information to be extracted

https://arxiv.org/abs/1706.03762
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Defining Self-Attention

[Vaswani et al. 2017: https://arxiv.org/abs/1706.03762]

▪ Terminology: 

o Query: to match others

o Key: to be matched  

o Value: information to be extracted

https://arxiv.org/abs/1706.03762
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𝑞: query (to match others)

𝑘: key (to be matched)

𝑣: value (information to be extracted)

𝑞𝑖 = 𝑥𝑖𝑊
𝑞

𝑘𝑖 = 𝑥𝑖𝑊
𝑘

𝑣𝑖 = 𝑥𝑖𝑊
𝑣



O
O

𝑣1
O
O

𝑘1
O
O

𝑞1

𝑥1

The

𝑞: query (to match others)

𝑘: key (to be matched)

𝑣: value (information to be extracted)

O O

13

𝑞𝑖 = 𝑥𝑖𝑊
𝑞

𝑘𝑖 = 𝑥𝑖𝑊
𝑘

𝑣𝑖 = 𝑥𝑖𝑊
𝑣



O
O

𝑣1
O
O

𝑘1
O
O

𝑞1

𝑥1

O O

The cat sat           on

O
O

𝑣2
O
O

𝑘2
O
O

𝑞2

𝑥2

O O

O
O

𝑣3
O
O

𝑘3
O
O

𝑞3

𝑥3

O O

O
O

𝑣4
O
O

𝑘4
O
O

𝑞4

𝑥4

O O

𝑞: query (to match others)

𝑘: key (to be matched)

𝑣: value (information to be extracted)
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𝑞𝑖 = 𝑥𝑖𝑊
𝑞

𝑘𝑖 = 𝑥𝑖𝑊
𝑘

𝑣𝑖 = 𝑥𝑖𝑊
𝑣



O
O

𝑣1
O
O

𝑘1
O
O

𝑞1

𝑥1

O O

The cat sat           on

O
O

𝑣2
O
O

𝑘2
O
O

𝑞2

𝑥2

O O

O
O

𝑣3
O
O

𝑘3
O
O

𝑞3

𝑥3

O O 

O
O

𝑣4
O
O

𝑘4
O
O

𝑞4

𝑥4

O O 

𝑞: query (to match others)

𝑘: key (to be matched)

𝑣: value (information to be extracted)

𝛼1,1 𝛼1,2 𝛼1,3 𝛼1,4

𝛼1,𝑖 = ൘𝑞1 ∙ 𝑘𝑖

√𝑑

Scaled dot product

15

How much 
should “The” 
attend to other 
positions? 



O
O

𝑣1
O
O

𝑘1
O
O

𝑞1

𝑥1

O O

The cat sat           on

O
O

𝑣2
O
O

𝑘2
O
O

𝑞2

𝑥2

O O

O
O

𝑣3
O
O

𝑘3
O
O

𝑞3

𝑥3

O O

O
O

𝑣4
O
O

𝑘4
O
O

𝑞4

𝑥4

O O

𝛼1,1 𝛼1,2 𝛼1,3 𝛼1,4

How much 
should “The” 
attend to other 
positions? 

Softmax

ො𝛼1,1 ො𝛼1,2 ො𝛼1,3 ො𝛼1,4

𝜎 𝑧 𝑖 =
exp 𝑧𝑖

σ𝑗 exp 𝑧𝑗

16



O
O

𝑣1
O
O

𝑘1
O
O

𝑞1

𝑥1

O O

The cat sat           on

O
O

𝑣2
O
O

𝑘2
O
O

𝑞2

𝑥2

O O

O
O

𝑣3
O
O

𝑘3
O
O

𝑞3

𝑥3

O O

O
O

𝑣4
O
O

𝑘4
O
O

𝑞4

𝑥4

O O

𝛼1,1 𝛼1,2 𝛼1,3 𝛼1,4

Representation of “The” given the  attention weights 

Softmax

ො𝛼1,1 ො𝛼1,2 ො𝛼1,3 ො𝛼1,4

O O 𝑏1 =෍

𝑖

ො𝛼1,𝑖𝑣
𝑖
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Self-Attention: Matrix Notation

▪ Input sequence: 𝐱 = 𝑥1, 𝑥2, … . , 𝑥𝑛 ∈ ℝ𝑛×𝑑

▪ Calculate:
𝑸 = 𝐱𝐖𝑞 ∈ ℝ𝑛×𝑑

𝑲 = 𝐱𝐖𝑘 ∈ ℝ𝑛×𝑑

𝑽 = 𝐱𝐖𝑣 ∈ ℝ𝑛×𝑑

▪ Pairwise similarity matrix between 
queries and keys:  𝑸𝑲𝑇 ∈ ℝ𝑛×𝑛

▪ Attention output: 

Attention 𝐱 = softmax
𝑸𝑲T

𝑑
𝑽 ∈ ℝ𝑛×𝑑
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Q: Why do we need 𝑑 ?  
Attention 𝐱 = softmax

𝐐𝐊T

𝑑
𝐕
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Q: Does this also handle batching? 

Attention 𝐱 = softmax
𝐐𝐊T

𝑑
𝐕
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Self-Attention: Thinking about batching 

▪ Suppose our data comes in batches of size 𝑏, i.e., 𝐱 ∈ ℝ𝑏×𝑛×𝑑

▪ Self-attention’s matrix form extends to this batched data. Let’s verify: 

▪ Calculate the keys, queries and values, per-batch:

𝑸 = 𝐱𝐖𝑞 ∈ ℝ𝑏×𝑛×𝑑

𝑲 = 𝐱𝐖𝑘 ∈ ℝ𝑏×𝑛×𝑑

𝑽 = 𝐱𝐖𝑣 ∈ ℝ𝑏×𝑛×𝑑

▪ Pairwise similarity matrix between queries and keys, per batch:  𝑸𝑲𝑇 ∈ ℝ𝑏×𝑛×𝑛

▪ Attention output for the whole batched data: 

Attention 𝐱 = softmax
𝐐𝐊T

𝑑
𝐕 ∈ ℝ𝑏×𝑛×𝑑
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Recap: Self-Attention

▪ Attention is a powerful mechanism to create context-aware representations

▪ A way to focus on select parts of the input

▪ Better at maintaining long-distance dependencies in the context. 

𝑥4𝑥3𝑥2𝑥1

𝑏1 𝑏2 𝑏3 𝑏4

Self-Attention Layer

[Attention Is All You Need, Vaswani et al. 2017]

https://arxiv.org/abs/1706.03762
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Multi-Headed Self-Attention

▪ Issue: Each head has limited capacity, e.g., it cannot attend to too 
many things at the same time.  

▪ Main idea: Allows model to jointly attend to information from different 
representation subspaces (like ensembling).

▪ Multiple parallel attention layers. 

o Each attention layer has its own parameters. 

o Concatenate the results and run them 
through a linear projection. 

Self-Attention Layer
Self-Attention Layer

𝑥4𝑥3𝑥2𝑥1

[Attention Is All You Need, Vaswani et al. 2017]

https://arxiv.org/abs/1706.03762
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Multi-Headed Self-Attention

▪ Just concatenate all the heads and apply an output projection.

head𝑖 = Attention 𝐱𝐖𝑖
𝑞
, 𝐱𝐖𝑖

𝑘, 𝐱𝐖𝑖
𝑣

MultiHeadedAttention 𝐱 = Concat head1, … , headℎ 𝑾𝑂

▪ Previously, we used the following dimensions for single-head SA: 
𝐖𝑖

𝑞
∈ ℝ𝑑×𝑑, 𝐖𝑖

𝑘 ∈ ℝ𝑑×𝑑, 𝐖𝑖
𝑣 ∈ ℝ𝑑×𝑑,

▪ In practice, we use a reduced dimension for each head. 

𝐖𝑖
𝑞
∈ ℝ𝑑×

𝑑
ℎ, 𝐖𝑖

𝑘 ∈ ℝ𝑑×
𝑑
ℎ, 𝐖𝑖

𝑣 ∈ ℝ𝑑×
𝑑
ℎ, 𝑾𝑂 ∈ ℝ𝑑×𝑑

▪ The total computational cost is similar to that of single-hear 

attention with full dimensionality. 

ℎ: number of heads

𝑑: feature dimension 
in output of SA
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Combine with FFN 

▪ Add a feed-forward network to add more expressivity. 
o This applies another nonlinearity to the representations (or “post-process” them).

o Usually, the dimensionality of 
the hidden feedforward layer 𝑑ff
is 2-8 times larger than the 
input dimension 𝑑.

Feedforward Net

A fully-connected network 
of nodes and weights. 

FFN 𝐱 = 𝑓 𝐱𝑾1 + 𝑏1 𝑾2 + 𝒃2
𝑾1 ∈ ℝ

𝑑×𝑑ff ,
𝑾2 ∈ ℝ

𝑑ff×𝑑

Multi-Headed 
Self-Attention Layer

O O O O O O

Feed Forward 
Network

O O O O O O
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How Do We Prevent Vanishing Gradients?

▪ Residual connections let the model “skip” layers 
o These connections are particularly useful for 

training deep networks 

▪ Use layer normalization to stabilize the network 
and allow for proper gradient flow

[Attention Is All You Need, Vaswani et al. 2017]

https://arxiv.org/abs/1706.03762


30

LayerNorm: A Geometric Interpretation

▪ LayerNorm is also for expressivity, preventing the “unselectable” keys problem. 

▪ With LayerNorm, we see the following pattern:  

o Queries are close to 1 vector [1, 1, ..., 1], thus attending to all keys equally, if needed. 

o Keys are on a hyper-plane that is orthogonal to the 1 vector, scaled to the same √𝑑 norm. 

On the Expressivity Role of LayerNorm in Transformers’ Attention, 2023

(Demeter et al., 2020; Grivas et al., 2022)

https://arxiv.org/pdf/2305.02582
https://arxiv.org/pdf/2305.02582
https://arxiv.org/pdf/2305.02582
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Putting it Together: Self-Attention Block

Given input 𝐱:

෤𝐱 = MultiHeadedAttention(𝐱;𝐖𝑞 ,𝐖𝑘 ,𝐖𝑣 )
𝐱 = 𝐿𝑎𝑦𝑒𝑟𝑁𝑜𝑟𝑚 (෤𝐱 + 𝒙)

෤𝐱 = FFN 𝐱 = 𝑓 𝐱𝑊1 + 𝑏1 𝑊2 + 𝑏2
out = 𝐿𝑎𝑦𝑒𝑟𝑁𝑜𝑟𝑚(෤𝐱 + 𝐱)

[Attention Is All You Need, Vaswani et al. 2017]

https://arxiv.org/abs/1706.03762
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Summary: Self-Attention Block  

▪ Self-Attention: A critical building block of modern 
language models.

o The idea is to compose meanings of words weighted 
according some similarity notion. 

▪ Next: We will combine self-attention blocks to build 
various architectures known as Transformer.



33

A Decoder-Only 
Transformer
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How Do We Make it Deep? 

▪ Stack more layers! 

[Attention Is All You Need, Vaswani et al. 2017]

https://arxiv.org/abs/1706.03762
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From Representations to Prediction

▪ To perform prediction, add a classification head on top of 
the final layer of the transformer: 𝐱 ∈ ℝ𝑛×𝑑.

o Where 𝑛 is the length of your sequence. 

▪ To obtain logits, we can apply a linear transformation 
with token embedding matrix 𝐖𝐕 ∈ ℝ𝑉×𝑑: 

𝐱𝐖𝐕
𝑇 ∈ ℝ𝑛×𝑉

▪ To obtain probabilities, run this through softmax: 
softmax(𝐱𝐖𝐕) ∈ ℝ𝑛×𝑉

books



36

One wrinkle: How does Transformer 
know about word ordering? … 



O
O

𝑣1
O
O

𝑘1
O
O

𝑞1

𝑥1

O O

The cat sat           on

O
O

𝑣2
O
O

𝑘2
O
O

𝑞2

𝑥2

O O

O
O

𝑣3
O
O

𝑘3
O
O

𝑞3

𝑥3

O O

O
O

𝑣4
O
O

𝑘4
O
O

𝑞4

𝑥4

O O

𝛼1,1 𝛼1,2 𝛼1,3 𝛼1,4

Softmax

ො𝛼1,1 ො𝛼1,2 ො𝛼1,3 ො𝛼1,4

O O 𝑏1 =෍

𝑖

ො𝛼1,𝑖𝑣
𝑖

One issue: the model doesn’t know 
word positions/ordering.  



O
O

𝑣1
O
O

𝑘1
O
O

𝑞1

𝑥1
O O

O
O

𝑣2
O
O

𝑘2
O
O

𝑞2

𝑥2
O O

O
O

𝑣3
O
O

𝑘3
O
O

𝑞3

𝑥3
O O

O
O

𝑣4
O
O

𝑘4
O
O

𝑞4

𝑥4
O O

𝛼1,1 𝛼1,2 𝛼1,3 𝛼1,4

One issue: the model doesn’t know 
word positions/ordering.  

Softmax

ො𝛼1,1 ො𝛼1,2 ො𝛼1,3 ො𝛼1,4

O O 𝑏1 =෍

𝑖

ො𝛼1,𝑖𝑣
𝑖

O O
𝑝1

O O
𝑝2

O O
𝑝3

O O
𝑝4

Allows model to learn 
about positions

𝑝𝑖 are positional 
embeddings

We will discuss 
various choices for 
these embedding!
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O
O

O
O

O
O

𝑥1
O O

O
O

O
O

O
O

𝑥2
O O

O
O

O
O

O
O

𝑥3
O O

O
O

O
O

O
O

𝑥4
O O

O O
𝑝1

O O
𝑝2

O O
𝑝3

O O
𝑝4

𝑝𝑖 are positional 
embeddings

Absolute Positional Embeddings 

▪ Why “add”? Why not, say, “concatenate and then project”? 

o “concatenate and then project” would be a more general approach with more 
trainable parameters. 

o In practice, “sum” works fine that 

o The intuition here is that “summing” forms point clouds of word embedding 
information around position embeddings unique to each position.

Allows model to learn 
about positions



O
O

O
O

O
O

𝑥1
O O

O
O

O
O

O
O

𝑥2
O O

O
O

O
O

O
O

𝑥3
O O

O
O

O
O

O
O

𝑥4
O O

O O
𝑝1

O O
𝑝2

O O
𝑝3

O O
𝑝4

𝑝𝑖 are positional 
embeddings

Sine/Cosine encoding 

Notice, any pair of rows 
are different!



46

Recap— positional encoding

▪ They inform Transformer about word orderings. 

▪ The original proposal: fixed sine/cosine embeddings added to word embeddings. 

o While this is a reasonable start, later we will see more sophisticated alternatives.

▪ Next: let’s think about running transformer on language data. 



47

How does inference work?
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Image by http://jalammar.github.io/illustrated-gpt2/

TRANSFORMER

Generating text via Transformer

And continue like 
that until we reach 
EOS or we get tired. 

Note that each token 
generation is a forward pass 

– a lot of computations!! 

http://jalammar.github.io/illustrated-gpt2/
http://jalammar.github.io/illustrated-gpt2/
http://jalammar.github.io/illustrated-gpt2/
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▪ Use the output of previous step as input to the next step repeatedly

4
9

TRANSFORMER

the cat

Generating text via Transformer

sat
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▪ Use the output of previous step as input to the next step repeatedly

5
0

TRANSFORMER

the cat

Generating text via Transformer

sat

on

The probabilities get 
revised upon adding a 

new token to the input. 
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▪ Use the output of previous step as input to the next step repeatedly

5
1

TRANSFORMER

the cat

Generating text via Transformer

sat on

the

The probabilities get 
revised upon adding a 

new token to the input. 
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▪ Use the output of previous step as input to the next step repeatedly

5
2

TRANSFORMER

the cat

Generating text via Transformer

sat on the

mat

The probabilities get 
revised upon adding a 

new token to the input. 
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▪ Use the output of previous step as input to the next step repeatedly

5
3

TRANSFORMER

the cat

Generating text via Transformer

sat on the mat

</s>

The probabilities get 
revised upon adding a 

new token to the input. 
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How does training work?
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Quiz 

▪ What do we optimize when we train a transformer? 

1. 𝑋 and 𝑞

2. 𝑊𝑘 and 𝑊𝑣

3. Softmax function 

4. Sine/cos positional encodings 

5. The embedding matrix 

6. 𝑊1 and 𝑊2 in your FFN

7. 𝑊𝑞

Answer: 2, 6, 7 and 5. 
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Training a Transformer Language Model

▪ Goal: Train a Transformer for language modeling (i.e., predicting the next word). 

▪ Approach: Train it so that each position is predictor of the next (right) token. 

o We just shift the input to right by one, and use as labels

5
6

cat sat on the mat </s>

TRANSFORMER

the cat sat on the mat𝑋 =

(gold output) 𝑌 =

EOS special token

[Slide credit: Arman Cohan]
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Training a Transformer Language Model

▪ For each position, compute their corresponding distribution over the whole vocab. 

5
7

cat sat on the mat </s>

TRANSFORMER

the cat sat on the mat𝑋 =

(gold output) 𝑌 =
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Training a Transformer Language Model

▪ For each position, compute the loss between the distribution and the gold output label. 

5
8

cat sat on the mat </s>

TRANSFORMER

the cat sat on the mat𝑋 =

(gold output) 𝑌 =
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Training a Transformer Language Model

▪ Sum the position-wise loss values to a obtain a global loss. 

5
9

cat sat on the mat </s>

TRANSFORMER

the cat sat on the mat𝑋 =

(gold output) 𝑌 =

+ + + + +ℒ =
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Training a Transformer Language Model

▪ Using this loss, do Backprop and update the Transformer parameters.

6
0

cat sat on the mat </s>

TRANSFORMER

the cat sat on the mat𝑋 =

(gold output) 𝑌 =

+ + + + +ℒ =

∇ℒ

Well, this is not quite right 
… 

what is the problem with this?
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Training a Transformer Language Model
▪ The model would solve the task by copying the next token to output (data leakage). 

o Does not learn anything useful

6
1

cat sat on the mat </s>

TRANSFORMER

the cat sat on the mat𝑋 =

(gold output) 𝑌 =

+ + + + +ℒ =

∇ℒ
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Training a Transformer Language Model

▪ We need to prevent information leakage from future tokens! How?

6
2

cat sat on the mat </s>

TRANSFORMER

the cat sat on the mat𝑋 =

(gold output) 𝑌 =

+ + + + +ℒ =

∇ℒ
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Attention mask

What we haveWhat we want

Slide credit: Arman Cohan
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Attention mask

Attention mask

large negative numbers, 
which leads to softmax(−∞) ≈ 0

Slide credit: Arman Cohan
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x

Attention mask

Attention mask

Note matrix operations is quite fast in GPUs. 
Slide credit: Arman Cohan

Element-wise 
product
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x =

Attention mask

Slide credit: Arman Cohan
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67

x

softmax

Attention mask
The effect is more than just pruning out some 

of the wirings in self-attention block.

Slide credit: Arman Cohan

This means that the query-3 can look 
at keys at positions {0, 1, 2, 3}.
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Attention masking: Why Before Softmax? 

▪ We applied attention masking before softmax. Why not after? 

▪ Softmax normalizes the scores so that it’s a probability. Masking after softmax, would 
lead to an unnormalized probability distribution. 

▪ In practice, I (Daniel) suspects applying mask after softmax may just work! ☺

x softmax

=
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Training a Transformer Language Model

▪ We need to prevent information leakage from future tokens! How?

6
9

cat sat on the mat </s>

TRANSFORMER

the cat sat on the mat𝑋 =

(gold output) 𝑌 =

+ + + + +ℒ =

∇ℒ
+ masking
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Quiz: attention masking

▪ What’s the point of attention masking during training? 
o A. speeds up training by reducing the number of computations performed.

o B. prevents accessing future tokens, ensuring that predictions are based only on 
past and present information.

o C. selectively highlights important tokens in the input, thereby enhancing 
attention mechanism.
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Transformer 
Architectural Variants  
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Encoder-Decoder Architectures 

▪ It is useful to think of generative models as two sub-models.

“The cat sat on the [MASK]”
Some 
model
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Encoder-Decoder Architectures 

▪ It is useful to think of generative models as two sub-models.

“The cat sat on the [MASK]”

En
co

de
r

D
ec

od
er

Representation (compression) of the context

Produces the output sequence item by 

item using the representation of the 
context. 

Processes the context 

and compiles it into a 
vector.
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Enc-Dec work at inference time

▪ Transformer is two blocks 

o Encoder = read or encode the input
o Decoder = generates text 

7
5

Dec

cat

+ masking

Enc

the gray𝑋 = chunky <bos>

sat
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Enc-Dec work at inference time

▪ Transformer is two blocks 

o Encoder = read or encode the input
o Decoder = generates text 

7
6

Dec

cat sat

+ masking

Enc

the gray𝑋 = chunky <bos>

on
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Enc-Dec work at inference time

▪ Transformer is two blocks 

o Encoder = read or encode the input
o Decoder = generates text 

7
7

Dec

cat sat on

+ masking

Enc

the gray𝑋 = chunky <bos>

the
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Enc-Dec work at inference time

▪ Transformer is two blocks 

o Encoder = read or encode the input
o Decoder = generates text 

7
8

Dec

cat sat on the

+ masking

Enc

the gray𝑋 = chunky <bos>

mat
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Enc-Dec work at inference time

▪ Transformer is two blocks 

o Encoder = read or encode the input
o Decoder = generates text 

7
9

Dec

cat sat on the mat

+ masking

Enc

the gray𝑋 = chunky <bos>

<eos>
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Add & Norm

Add & Norm

Add & Norm

Multi-Head 
Self-

Attention

Add & Norm

Feed 
Forward

Masked 
Multi-Head 

Self-
Attention

Add & Norm

Feed 
Forward

Input 
Embedding

Output 
Embedding

Linear

Softmax

Multi-Head 
Cross-

Attention

𝑥1 𝑥2 𝑥𝑛••• 𝑦1 𝑦𝑡−1•••

Output 

Probabilities 

(for 𝑦𝑡)

Encoder
Stack

Decoder
Stack

Generator
(prediction head)

Positional 

Encoding

Positional 

Encoding

Decoding 
Procedure

𝑦𝑡

𝑡++

(shift right)

auto-regressive
decoding

[Slide credit: CS886 at UWaterloo]

Transformer [Vaswani et al. 2017]
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Positional 

Encoding

Positional 

Encoding

Greedy
𝑎𝑟𝑔𝑚𝑎𝑥

𝑦𝑡

𝑡++

(shift right)

auto-regressive
decoding×

N

Decoding 
Procedure

Add & Norm

Add & Norm

Add & Norm

Multi-Head 
Self-

Attention

Add & Norm

Feed 
Forward

Masked 
Multi-Head 

Self-
Attention

Add & Norm

Feed 
Forward

Input 
Embedding

Output 
Embedding

Linear

Softmax

Multi-Head 
Cross-

Attention

𝑥1 𝑥2 𝑥𝑛••• 𝑦1 𝑦𝑡−1•••

Output 

Probabilities 

(for 𝑦𝑡)

Generator
(prediction head)

Decoder
Stack

[Slide credit: CS886 at UWaterloo]

Transformer [Vaswani et al. 2017]
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Decoder

Add & Norm

Add & Norm

Add & Norm

Multi-Head 
Self-

Attention

Add & Norm

Feed 
Forward

Masked 
Multi-Head 

Self-
Attention

Add & Norm

Feed 
Forward

Input 
Embedding

Output 
Embedding

Linear

Softmax

Multi-Head 
Cross-

Attention

𝑥1 𝑥2 𝑥𝑛••• 𝑦1 𝑦𝑡−1•••

Output 

Probabilities 

(for 𝑦𝑡)

Generator
(prediction head)

Positional 

Encoding

Positional 

Encoding

Greedy
𝑎𝑟𝑔𝑚𝑎𝑥

𝑦𝑡

𝑡++

(shift right)

auto-regressive
decoding×

N

×
N

Decoding 
Procedure

[Slide credit: CS886 at UWaterloo]

Transformer [Vaswani et al. 2017]
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Positional 

Encoding

Positional 

Encoding

×
N

×
N

Decoding 
Procedure

𝑦𝑡

𝑡++

(shift right)

auto-regressive
decoding

Add & Norm

Add & Norm

Add & Norm

Multi-Head 
Self-

Attention

Add & Norm

Feed 
Forward

Masked 
Multi-Head 

Self-
Attention

Add & Norm

Feed 
Forward

Input 
Embedding

Output 
Embedding

Linear

Softmax

Multi-Head 
Cross-

Attention

𝑥1 𝑥2 𝑥𝑛••• 𝑦1 𝑦𝑡−1•••

Output 

Probabilities 

(for 𝑦𝑡)

[Slide credit: CS886 at UWaterloo]

Transformer [Vaswani et al. 2017]
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How does training Enc-Dec work? 

▪ Same as what we did before for encoder-only models. 

8
4

sat on the mat </s>

Dec

cat sat on the mat

(gold output) 𝑌 =

+ + + +ℒ =

∇ℒ

+ masking

Enc

the gray𝑋 = chunky <bos>
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Transformer [Vaswani et al. 2017]

▪ Computation of encoder attends to both sides.  

85
[Attention Is All You Need, Vaswani et al. 2017] Visualization: theEdgeAI.io

https://arxiv.org/abs/1706.03762
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Transformer [Vaswani et al. 2017]

▪ At any step of decoder, it attends to previous 
computation of encoder as well as decoder’s 
own generations.

86
[Attention Is All You Need, Vaswani et al. 2017] Visualization: theEdgeAI.io

https://arxiv.org/abs/1706.03762


87

Transformer [Vaswani et al. 2017]

▪ At any step of decoder, it attends to previous 
computation of encoder.

87
[Attention Is All You Need, Vaswani et al. 2017] Visualization: theEdgeAI.io

https://arxiv.org/abs/1706.03762
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Quiz: Enc-Dec Connections 

▪ Which best represents encoder-decoder connections? (y-axis denotes the layers) 

encoder

encoder

encoder

encoder

encoder 

encoder

decoder

decoder

decoder

decoder

decoder

decoder

encoder

encoder

encoder

encoder

encoder 

encoder

decoder

decoder

decoder

decoder

decoder

decoder

Incorrect Correct

𝑡6

𝑡5

𝑡4

𝑡3

𝑡2

𝑡1

𝑡

[Slide credit: CS886 at UWaterloo]
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Recap: Transformer

▪ Yaaay we know Transformers now! 

▪ An encoder-decoder architecture

▪ 3 forms of attention

89



90

Considerations about 
computational cost 

in Transformers
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Diversion: Floating-point Ops: FLOPS

▪ Floating point operations per second (FLOPS, flops or flop/s) 

▪ Each FLOP can represent an addition, subtraction, multiplication, or division of 
floating-point numbers, 

▪ The total FLOP of a model (e.g., Transformer) provides a basic approximation of 
computational costs associated with that model.
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FLOPS of Matrix Multiplication

▪ Matrix-vector multiplication are common in Self-Attention (e.g., QKV projection) 

o Requires 2𝑚𝑛 (2 x matrix size) operations for multiplying 𝐴 ∈ ℝ𝑚×𝑛 and 𝑏 ∈ ℝ𝑛

o (2 because 1 for multiplication, 1 for addition)
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Quiz: thinking about computations 

▪ Consider the following matrix multiplication: 
𝐴 𝐵, where 𝐴 ∈ ℝ𝑛×𝑚, 𝐵 ∈ ℝ𝑚×𝑘

▪ Question 1: Computing 𝐴𝐵 involves how many arithmetic operations?

o (also referred to as floating-point operations or FLOPs)

▪ Answer: It’s O(𝑛 × 𝑚 × 𝑘). 

o (to be a bit more precise, it’s ≈ 2𝑛 ×𝑚 × 𝑘 since each element in 𝐴 𝐵
requires almost equal num of multiplications and summations.) 

▪ Question 2: Computing 𝐴𝐵 involves how many memory/IO access? 

▪ Answer: It’s 𝑛 × 𝑚 (reading A) +𝑚 × 𝑘 (reading B)+ 𝑛 ×𝑚 (writing AB). 
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Computations in Self-Attention Block

▪ We are going to count computations and IO access in Transformer computations.

▪ Note we assume that the full input sequence is given at once (e.g., training time). 

▪ Here is the first step. Given: 𝐱 ∈ ℝ𝑏×𝑛×𝑑,𝐖𝑖
𝑞
∈ ℝ𝑑×

𝑑

𝑚

▪ Let’s think about the following computation: 𝐱𝐖𝑖
𝑞

▪ Q1: What is the number of arithmetic operations? 𝑂(𝑏 × 𝑛 × 𝑑 ×
𝑑

𝑚
) for each head 

▪ Q2: What about the number of IO? 𝑂(𝑏 × 𝑛 × 𝑑 + 𝑑 ×
𝑑

𝑚
+ 𝑏 × 𝑛 ×

𝑑

𝑚
) for each head 

▪ Q3: What are these quantities for all heads? 

o Number of arithmetic ops: 𝑂 𝑏𝑛𝑑2

o Number of IO ops: 𝑂(2𝑏𝑛𝑑 + 𝑑2)
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Computations in Self-Attention Block

Dimensions Operation Computations IO

𝐱 ∈ ℝ𝑏×𝑛×𝑑 ,𝐖𝑖
𝑞
∈ ℝ𝑑×

𝑑
𝑚 𝐱𝐖𝑖

𝑞
, 𝐱𝐖𝑖

𝑘, 𝐱𝐖𝑖
𝑣 for 𝑚 heads 𝑂(𝑏𝑛𝑑2) 𝑂(𝑑2 + 2𝑏𝑛𝑑)

𝑸𝒊, 𝑲𝒊 ∈ ℝ𝑏×𝑛×
𝑑
𝑚 𝑃𝑖 ← softmax

𝑸𝒊𝑲𝒊
T

𝑑/𝑚
for 𝑚 heads 𝑂(𝑏𝑛2𝑑) 𝑂(2𝑏𝑛𝑑 + 𝑏𝑚𝑛2)

𝑽𝑖 ∈ ℝ
𝑏×𝑛×

𝑑

𝑚, 𝑃𝑖 ∈ ℝ
𝑏×𝑛×𝑛 head𝑖 ← 𝑃𝑖𝑽𝑖 for 𝑚 heads 𝑂(𝑏𝑛2𝑑) 𝑂(2𝑏𝑛𝑑 + 𝑏𝑚𝑛2)

𝑾𝑂 ∈ ℝ𝑑×𝑑 , head𝑖 ∈ ℝ
𝑏×𝑛×

𝑑
𝑚 𝑌 = Concat head1, … , head𝑚 𝑾𝑂 𝑂(𝑏𝑛𝑑2) 𝑂(2𝑏𝑛𝑑 + 𝑑2)

𝑌 ∈ ℝ𝑏×𝑛×𝑑 ,𝑾1 ∈ ℝ
𝑑×𝑑ff ,

𝑾2 ∈ ℝ
𝑑ff×𝑑

𝑌 = ReLU 𝑌𝑾1 𝑾2 𝑂(16𝑏𝑛𝑑2) 𝑂(2𝑏𝑛𝑑 + 8𝑑2)

--- Total 𝑂(𝑏𝑛𝑑2 + 𝑏𝑛2𝑑) 𝑂(𝑏𝑛𝑑 + 𝑏𝑚𝑛2 + 𝑑2)

𝑏: batch size,

𝑛: sequence length,
𝑚: number of heads
𝑑: feature dimension in output of SA

𝑑/𝑚: feature dimension inside each SA head
𝑑ff = 4𝑑: feature dimension inside FFN

https://le.qun.ch/en/blog/2023/05/13/transformer-batching/

https://le.qun.ch/en/blog/2023/05/13/transformer-batching/
https://le.qun.ch/en/blog/2023/05/13/transformer-batching/
https://le.qun.ch/en/blog/2023/05/13/transformer-batching/
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The bottlenecks

▪ So, in total, we have → 

▪ The quadratic terms are based on 𝑛 and 𝑑

▪ 𝑑 is fixed (part of architecture) but 𝑛 changes with input. 

▪ Bottlenecks #1: If 𝑛 (sequence length) ≫ 𝑑 (feature dimension), the time and 
space complexity would be dominated by 𝑂 𝑛2 .

▪ However, these despite this quadratic dependence these are parallelizable 
operations which can be computed efficiently in GPUs. 

o In comparison, RNNs perform 
less arithmetic ops but they’re 
not all parallelizable.  

▪ Bottlenecks #2: Another potential 
bottleneck is how fast we can run IO. 
A good way to think about this is using ”Arithmetic Intensity” (more on this later) 

Computations IO

𝑂(𝑏𝑛𝑑2 + 𝑏𝑛2𝑑) 𝑂(𝑏𝑛𝑑 + 𝑏𝑚𝑛2 + 𝑑2)

[Vaswani et al. 2017]

𝑏: batch size,

𝑛: sequence length,
𝑑: feature dimension in output of SA

https://arxiv.org/abs/1706.03762
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Recap

▪ Transformers computation of a full sequence is bounded by 𝑂(𝑏𝑛𝑑2 + 𝑏𝑛2𝑑). 

o Generally, the quadratic term that depends on seq len 𝑛 is more concerning.

▪ We have not discussed yet how IO may impose other limits on this. (in a week)

▪ Also, the above calculations is for a given sentences. 

o How bad is the computational complexity during the decoding time where we 
want to generate text one token at a time? 
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During decoding time, how slow 
is attention computation? 
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Self-Attention During Inference 

K
V

q

x

𝑄 = 𝐱𝐖𝑞

𝐾 = 𝐱𝐖𝑘

𝑉 = 𝐱𝐖𝑣

Attention(𝐱) = softmax
𝑄𝐾T

√𝑑
𝑉

[Slide credit: Arman Cohan]
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Self-Attention During Inference 

K

q

x

q: the next token

previous context

V

[Slide credit: Arman Cohan]

𝑄 = 𝐱𝐖𝑞

𝐾 = 𝐱𝐖𝑘

𝑉 = 𝐱𝐖𝑣

Attention(𝐱) = softmax
𝑄𝐾T

√𝑑
𝑉
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Self-Attention During Inference 

q

q: the next token

previous context

K = Wkx

The cat sat on the

V = Wvx

[Slide credit: Arman Cohan]

𝑄 = 𝐱𝐖𝑞

𝐾 = 𝐱𝐖𝑘

𝑉 = 𝐱𝐖𝑣

Attention(𝐱) = softmax
𝑄𝐾T

√𝑑
𝑉
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Self-Attention During Inference 

q

q: the next token

previous context

K = Wkx

The cat sat on the

V = Wvx

[Slide credit: Arman Cohan]

𝑄 = 𝐱𝐖𝑞

𝐾 = 𝐱𝐖𝑘

𝑉 = 𝐱𝐖𝑣

Attention(𝐱) = softmax
𝑄𝐾T

√𝑑
𝑉
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Self-Attention During Inference 

q

q: the next token

previous context

K = Wkx

The cat sat on the

V = Wvx

[Slide credit: Arman Cohan]

𝑄 = 𝐱𝐖𝑞

𝐾 = 𝐱𝐖𝑘

𝑉 = 𝐱𝐖𝑣

Attention(𝐱) = softmax
𝑄𝐾T

√𝑑
𝑉
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Self-Attention During Inference 

q

q: the next token

previous context

K = Wkx

The cat sat on the

V = Wvx

[Slide credit: Arman Cohan]

𝑄 = 𝐱𝐖𝑞

𝐾 = 𝐱𝐖𝑘

𝑉 = 𝐱𝐖𝑣

Attention(𝐱) = softmax
𝑄𝐾T

√𝑑
𝑉
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Self-Attention During Inference 

▪ We are computing the Keys and Values many times! 

o Let’s reduce redundancy! 

q

q: the next token

previous context

K = Wkx

The cat sat on the

V = Wvx

[Slide credit: Arman Cohan]

𝑄 = 𝐱𝐖𝑞

𝐾 = 𝐱𝐖𝑘

𝑉 = 𝐱𝐖𝑣

Attention(𝐱) = softmax
𝑄𝐾T

√𝑑
𝑉
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KV-Cache for reducing inference redundancy 

▪ We are computing the Keys and Values many times! 

o Let’s reduce redundancy! 

K Cached

q

q: the next token

previous context

V Cached

knew = Wkx[: , : −1]

The cat sat on the

vnew = Wvx[: , : −1]

[Slide credit: Arman Cohan]

𝑄 = 𝐱𝐖𝑞

𝐾 = 𝐱𝐖𝑘

𝑉 = 𝐱𝐖𝑣

Attention(𝐱) = softmax
𝑄𝐾T

√𝑑
𝑉
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▪ Question: How much memory does this KV-cache require?

o Let’s assume, embedding dimension is 𝑑, the length of the sequence seen so far 
is 𝑛, and your model has 𝐿 layers.

1. 2𝑛𝐿

2. 2𝑑𝐿

3. 𝑛𝑑𝐿

4. 2𝑛𝑑𝐿

Quiz: KV-Cache 
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Recap

▪ To avoid redundant computations during decoding time, KV-cache is used to keep 
track of previous calculations of keys and values.

▪ But how exactly how costly are these computations? 
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Decoding Computations

Dimensions Operation Computations IO

𝐱 ∈ ℝ𝑏×1×𝑑 ,𝐖𝑖
𝑞
∈ ℝ𝑑×

𝑑
𝑚 𝐱𝐖𝑖

𝑞
, 𝐱𝐖𝑖

𝑘, 𝐱𝐖𝑖
𝑣 for 𝑚 heads 𝑂(𝑏𝑑2) 𝑂(𝑑2 + 2𝑏𝑑)

𝑸𝒊, 𝑲𝒊 ∈ ℝ𝑏×1×
𝑑

𝑚 + KV-cache 𝑃𝑖 ← softmax
𝑸𝒊𝑲𝒊

T

𝑑/𝑚
for 𝑚 heads 𝑂(𝑏𝑛𝑑) 𝑂(𝑏𝑛𝑚 + 𝑏𝑛𝑑 + 𝑏𝑑)

𝑽𝑖 ∈ ℝ
𝑏×1×

𝑑

𝑚, 𝑃𝑖 ∈ ℝ
𝑏×𝑛×1 head𝑖 ← 𝑃𝑖𝑽𝑖 for 𝑚 heads 𝑂(𝑏𝑛𝑑) 𝑂(𝑏𝑛𝑚 + 𝑏𝑛𝑑 + 𝑏𝑑)

𝑾𝑂 ∈ ℝ𝑑×𝑑 , head𝑖 ∈ ℝ
𝑏×1×

𝑑
𝑚 𝑌 = Concat head1, … , head𝑚 𝑾𝑂 𝑂(𝑏𝑑2) 𝑂(2𝑏𝑑 + 𝑑2)

𝑌 ∈ ℝ𝑏×1×𝑑 ,𝑾1 ∈ ℝ
𝑑×𝑑ff ,

𝑾2 ∈ ℝ
𝑑ff×𝑑

𝑌 = ReLU 𝑌𝑾1 𝑾2 𝑂(16𝑏𝑑2) 𝑂(2𝑏𝑑 + 8𝑑2)

--- Total 𝑂(𝑏𝑑2 + 𝑏𝑛𝑑) 𝑂(𝑏𝑚𝑛 + 𝑏𝑛𝑑 + 𝑑2)

𝑏: batch size,

𝑛: sequence length thus far,
𝑚: number of heads
𝑑: feature dimension in output of SA

𝑑ff = 4𝑑: feature dimension inside FFN

https://le.qun.ch/en/blog/2023/05/13/transformer-batching/

Notice we’re doing this 
computations for one token

Query/key computations get 
combined with KV-cache

Compared to the previous table (SA for a seq of length 𝑛), all the 
cells have one less dependence on 𝑛 (e.g., 𝑛2 → 𝑛 or 𝑛 → 1). 

Now the computations (of next token) 
has linear dependence on seq length. 

https://le.qun.ch/en/blog/2023/05/13/transformer-batching/
https://le.qun.ch/en/blog/2023/05/13/transformer-batching/
https://le.qun.ch/en/blog/2023/05/13/transformer-batching/
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Recap: complexity of decoding text 

▪ Transformers computation for generating each word is 𝑂(𝑏𝑑2 + 𝑏𝑛𝑑). 

▪ Remember the complexity of processing a full sequence of length: 𝑂(𝑏𝑛𝑑2 + 𝑏𝑛2𝑑). 
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Quiz: Enc-Dec inference cost 

▪ Suppose we’re using an Enc-Dec model for summarization task. Input are long 
passages with length m and the expected (summary length is n). The computational 
complexity of this operation is:

o 𝑂 𝑛 + 𝑂(𝑚)

o 𝑂 𝑛 + 𝑂 𝑚 + 𝑂(𝑛𝑚)

o 𝑂 𝑛2 + 𝑂(𝑚2 ) + 𝑂(𝑛𝑚)

o 𝑂 𝑛2 + 𝑂(𝑚2)

[Slide: John Canny]

No, self attention is all-to-all 
and so quadratic.
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Quiz: Enc-Dec inference cost 

▪ Suppose we’re using an Enc-Dec model for summarization task. Input are long 
passages with length m and the expected (summary length is n). The computational 
complexity of this operation is:

o 𝑂 𝑛 + 𝑂(𝑚)

o 𝑂 𝑛 + 𝑂 𝑚 + 𝑂(𝑛𝑚)

o 𝑂 𝑛2 + 𝑂(𝑚2 ) + 𝑂(𝑛𝑚)

o 𝑂 𝑛2 + 𝑂(𝑚2)

No, self attention is all-to-all 
and so quadratic in 𝑚 and 𝑛.
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Quiz: Enc-Dec inference cost 

▪ Suppose we’re using an Enc-Dec model for summarization task. Input are long 
passages with length m and the expected (summary length is n). The computational 
complexity of this operation is:

o 𝑂 𝑛 + 𝑂(𝑚)

o 𝑂 𝑛 + 𝑂 𝑚 + 𝑂(𝑛𝑚)

o 𝑂 𝑛2 + 𝑂(𝑚2 ) + 𝑂(𝑛𝑚)

o 𝑂 𝑛2 + 𝑂(𝑚2)
No, cross attention is missing. 
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Quiz: Enc-Dec inference cost 

▪ Suppose we’re using an Enc-Dec model for summarization task. Input are long 
passages with length m and the expected (summary length is n). The computational 
complexity of this operation is:

o 𝑂 𝑛 + 𝑂(𝑚)

o 𝑂 𝑛 + 𝑂 𝑚 + 𝑂(𝑛𝑚)

o 𝑂 𝑛2 + 𝑂(𝑚2 ) + 𝑂(𝑛𝑚)

o 𝑂 𝑛2 + 𝑂(𝑚2)

Yes. The three terms are respectively the Encoder 
self-attention, Decoder self-attention, and Cross 
attention.

Though a more accurate term is: 𝑂 𝑛2𝑑 + 𝑛𝑑2 +𝑚2𝑑 +𝑚𝑑2 + 𝑛𝑚𝑑
with 𝑑 denoting the model embedding dimension. 
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Summary: Computational Complexity of 
Transformers 

▪ Process a sequence at once: Computation is bounded by 𝑂(𝑛2). 

▪ Processing one token at a time during inference: 

o KV-Cache: To avoid redundant computations during decoding time, KV-cache is 
used to keep track of previous calculations of keys and values.

o The computation is bounded by 𝑂(𝑛). 

▪ Though in all cases, the computations are penalizable (modulo Transformer layers). 

▪ IO bottlenecks: we will get to this (next chapter).
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