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Atomic Units of Language
CSCI 601-471/671 (NLP: Self-Supervised Models)

https://self-supervised.cs.jhu.edu/fa2026/
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Recap: Neural Nets 
§ A powerful function-approximation tool. 

§ Can be trained efficiently via Backpropagation. 

§ Our focus here: how to use NNs for language modeling. 
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Big Picture: Language Modeling + NNs
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Atomic Units 
of Language



The cat sat on the mat.



“The cat sat on the mat.”
● words split based on white space?

BOS, The, cat, sat, on, the, mat., EOS

● characters?

BOS, T, h, e, SPACE, c, a, t, SPACE, s, …

● bits??!

01010100 01101000 01100101 00100000  
01100011 01100001 01110100 …

Which one should we use as the atomic 
building blocks for modeling language? 🤔
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Cost of Using Word Units 
§ What happens when we encounter a word at test time that we’ve never seen in our 

training data?
o Omnishambles:
o COVID-19: was unseen until 2020! 

§ What about related words?: “dog” vs “dogs”; ”run” vs “running” 

§ We would need a very large vocabulary to capture common words in a language. 
o Very large vocabulary size makes training difficult 

§ What happens with words that we haven’t seen before?
o With word level tokenization, unseen words map to [UNK], losing their identity. 
o Also, not all languages have spaces between words like English! 

A situation that has been mismanaged, due to blunders and miscalculations.
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Cost of Using Character Units 
§ What if we use characters? 

§ Pro:
o (1) small vocabulary, just the number 

of unique characters in the training data.
o (2) fewer out-of-vocabulary tokens

§ Cost: much longer input sequences 
o As we discussed, modeling long-range 

dependences is very challenging. 
o Representing long sequences is 

computationally costly. 

Characters as tokens words as tokens 
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Subword Tokenization: A Middle Ground
§ Learn reusable text pieces from a corpus; these sometimes align with 

morphemes

§ Subword tokenization is a practical trade-off. 
o Common words are preserved in the vocabulary. 
o Less common words are broken down 

into sub-words.
o This handles the problem of unseen 

words and large vocabulary size. 

§ Dominantly used in modern language models. 

Neural Machine Translation of Rare Words with Subword Units, 2016
A new algorithm for data compression, Gage 1994

https://www.derczynski.com/papers/archive/BPE_Gage.pdf
https://www.derczynski.com/papers/archive/BPE_Gage.pdf
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Trying an actual tokenizer 
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Trying an actual tokenizer 
§ Output for Qwen3: 8 tokens: 

§ Output for DeepSeek-V3: 

['The', 'Ġunbelie', 'vably', 'Ġfluffy', 'Ġcat', 'Ġp', 'urred', '.']
[785, 38937, 88134, 67561, 8251, 281, 8130, 13]

['The', 'Ġun', 'bel', 'iev', 'ably', 'Ġfluffy', 'Ġcat', 'Ġpur', 'red', '.']
[671, 612, 12870, 41607, 3188, 81340, 7539, 2805, 1157, 16]

Ġ as the 
representation of space
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Trying OpenAI’s Tokenizer 
§ How many tokens do we have here? (note, there are two spaces before the number.)

o Where would you put the token boundaries?
What happens to the unfamiliar word, the spaces, and the number?

https://platform.openai.com/tokenizer

The cat saw a quokka  12345.

Rare word split into 
multiple tokens

Large number split 
into multiple tokens

Frequent words are 
one token

Space before “cat” is part of 
the token. So, the tokenizer 
probably has two cat tokens: 

w/ and w/o space. 

Extra space 
is counted 

toward extra 
tokens

https://platform.openai.com/tokenizer
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The Tokenization Pipeline 

§ Converts text into a standard format to reduce variability.
o Stripping extra white spaces between words and sentences
o Removing punctuations (“Hello, world!” → “Hello world”)
o Unicode normalization (more on this in a sec)
o … 

§ Note that these are optional.
o While they reduce variability, they’re destroy information (e.g., spacing information for 

code) and prevent fully faithful reconstruction. 
o Most modern LLMs don’t do these. 

Optional 
Normalization

Pre-
tokenization Tokenization Pos-

processing
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Unicode normalization
§ There are many characters that look very similar (or identical) but are different in Unicode: 

§ There are various normalization forms to map equivalent Unicode representations 
(fullwidth vs ASCII, ligatures, old typographic variants) to a common character sequence.

§ NFKC normalization is a double-edged sword: 
o Benefit: shrinks vocabs size (and more compact model) 
o Cost: it's lossy and not reversible. After NFKC, we cannot tell whether A originally 

came from ‘A’ or ‘Ａ’.
See UAX #15 for more examples and details:  https://www.unicode.org/reports/tr15/

Roman “A” A U+0041
Fullwidth ”A” Ａ U+FF21

https://www.unicode.org/reports/tr15/
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The Tokenization Pipeline 

§ A pre-tokenizer splits text into chunks. (often regex- or rule-based). 
o The subsequent tokenization (e.g., BPE) operates independently inside each chunk.

§ Chunks:

§ Tokenization (e.g., BPE) can merge pieces within a chunk but cannot merge across pre-
tokenization boundaries.

§ Note: The chunking rules here (attaching leading spaces to words and grouping digits 
into chunks of up to three) are tokenizer-specific.

Optional 
Normalization

Pre-
tokenization Tokenization Pos-

processing

The cat saw a quokka  12345.

[The] [·cat] [·saw] [·a] [·quokka] [·] [·] [123] [45] [.]
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The Tokenization Pipeline 

§ Training time: Train the tokenizer on the pre-tokenized text (forthcoming) 
o Not to confuse this with LLM training, which is done after deciding your tokenizer. 

§ Inference time: Apply the trained tokenizer to each chunk. 

Optional 
Normalization

Pre-
tokenization Tokenization Pos-

processing
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The Tokenization Pipeline 

§ Truncate to match the maximum length of the model 
§ Pad all sentences in a batch to the same length 
§ Add special tokens: for example: 

o <UNK> (unknown word; when an item cannot be represented with your tokenizer)
o <PAD> (padding for fixed-length sequences)
o <BOS> (to indicate the beginning of sentence)
o <EOS> (to indicate the end of sentence)

§ Finally, converts tokens into numerical IDs for model input.
o Uses a vocabulary (word-to-index mapping).

Optional 
Normalization

Pre-
tokenization Tokenization Pos-

processing
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More on special tokens 
§ Developers assign dedicated token IDs to mark message structure and control generation.
§ These markers are usually inserted and interpreted by software. (not shown to users). 

o Hence, they use strings that’re unlikely to occur naturally. 
o Example: <|start|>user<|message|>Hello!<|end|>

§ Examples from GPT-OSS: 
o <|start|> / <|end|> : mark the start/end of a message
o <|message|> : separates a message's header (role) from its content
o <|channel|> : labels which output stream a piece of text belongs to (reasoning vs. 

final answer) 
o <|constrain|> : specifies the expected format for tool-call arguments
o <|call|> : marks the model invoking a tool
o <|return|> : marks the final end of a response

See OpenAI’s special tokens: 
https://github.com/openai/tiktoken/blob/08a5f3b2c987ada4fc5aa1f16c643c203fa8acaa/tiktoken_ext/openai_public.py#L123-L144
https://developers.openai.com/cookbook/articles/openai-harmony#special-tokens

https://github.com/openai/tiktoken/blob/08a5f3b2c987ada4fc5aa1f16c643c203fa8acaa/tiktoken_ext/openai_public.py
https://github.com/openai/tiktoken/blob/08a5f3b2c987ada4fc5aa1f16c643c203fa8acaa/tiktoken_ext/openai_public.py
https://github.com/openai/tiktoken/blob/08a5f3b2c987ada4fc5aa1f16c643c203fa8acaa/tiktoken_ext/openai_public.py
https://developers.openai.com/cookbook/articles/openai-harmony
https://developers.openai.com/cookbook/articles/openai-harmony
https://developers.openai.com/cookbook/articles/openai-harmony
https://developers.openai.com/cookbook/articles/openai-harmony
https://developers.openai.com/cookbook/articles/openai-harmony
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Byte-pair Encoding (BPE) Training 

Overview: 
§ We are given a large text corpus of text. 
§ Start by character-based tokenization. 
§ Repeatedly merge the most frequent 

adjacent tokens 

§ Vocabulary size := initial alphabet + new 
merge tokens + special tokens.
o Doing 30k merges à vocab of a > 30k  

subwords. 

Neural Machine Translation of Rare Words with Subword Units, 2016

https://www.derczynski.com/papers/archive/BPE_Gage.pdf
https://www.derczynski.com/papers/archive/BPE_Gage.pdf
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BPE training: Example
§ Example: 

Our (very fascinating🙄) training data: “jhu jhu jhu hopkins hop hops hops” 
Pre-tokenize by attaching each space to the following word:

[jhu] [·jhu] [·jhu] [·hopkins] [·hop] [·hops] [·hops]
Base vocab:  ·, h, i, j, k, n, o, p, s, u
Tokenized data: [j h u] [· j h u] [· j h u] [· h o p k i n s] [· h o p] [· h o p s] [· h o p s]
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BPE training: Example
§ Example: 

Our (very fascinating🙄) training data: “jhu jhu jhu hopkins hop hops hops” 
Pre-tokenize by attaching each space to the following word:

[jhu] [·jhu] [·jhu] [·hopkins] [·hop] [·hops] [·hops]
Base vocab:  ·, h, i, j, k, n, o, p, s, u
Tokenized data: [j h u] [· j h u] [· j h u] [· h o p k i n s] [· h o p] [· h o p s] [· h o p s]

Count adjacent 
token pairs

• · + h → 4       h + o → 4       o + p → 4
• j + h → 3       h + u → 3
• · + j → 2       p + s → 2
• p + k → 1       k + i → 1       i + n → 1       n + s → 1….
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BPE training: Example
§ Example: 

Our (very fascinating🙄) training data: “jhu jhu jhu hopkins hop hops hops” 
Pre-tokenize by attaching each space to the following word:

[jhu] [·jhu] [·jhu] [·hopkins] [·hop] [·hops] [·hops]
Base vocab:  ·, h, i, j, k, n, o, p, s, u
Tokenized data: [j h u] [· j h u] [· j h u] [· h o p k i n s] [· h o p] [· h o p s] [· h o p s]

Choose the most 
frequent pair

• · + h → 4       h + o → 4 o + p → 4
• j + h → 3       h + u → 3
• · + j → 2       p + s → 2
• p + k → 1       k + i → 1       i + n → 1       n + s → 1….
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BPE training: Example
§ Example: 

Our (very fascinating🙄) training data: “jhu jhu jhu hopkins hop hops hops” 
Pre-tokenize by attaching each space to the following word:

[jhu] [·jhu] [·jhu] [·hopkins] [·hop] [·hops] [·hops]
Base vocab:  ·, h, i, j, k, n, o, p, s, u, ho
Tokenized data: [j h u] [· j h u] [· j h u] [· h o p k i n s] [· h o p] [· h o p s] [· h o p s]

Add the merged 
token to the 
vocabulary

• · + h → 4       h + o → 4 o + p → 4
• j + h → 3       h + u → 3
• · + j → 2       p + s → 2
• p + k → 1       k + i → 1       i + n → 1       n + s → 1….
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BPE training: Example
§ Example: 

Our (very fascinating🙄) training data: “jhu jhu jhu hopkins hop hops hops” 
Pre-tokenize by attaching each space to the following word:

[jhu] [·jhu] [·jhu] [·hopkins] [·hop] [·hops] [·hops]
Base vocab:  ·, h, i, j, k, n, o, p, s, u, ho
Tokenized data: [j h u] [· j h u] [· j h u] [· ho p k i n s] [· ho p] [· ho p s] [· ho p s]

Apply the merge to the 
tokenize sequence: 

Replace every within-
chunk occurrence of h + o

• · + h → 4       h + o → 4 o + p → 4
• j + h → 3       h + u → 3
• · + j → 2       p + s → 2
• p + k → 1       k + i → 1       i + n → 1       n + s → 1….
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BPE training: Example
§ Example: 

Our (very fascinating🙄) training data: “jhu jhu jhu hopkins hop hops hops” 
Pre-tokenize by attaching each space to the following word:

[jhu] [·jhu] [·jhu] [·hopkins] [·hop] [·hops] [·hops]
Base vocab:  ·, h, i, j, k, n, o, p, s, u, ho
Tokenized data: [j h u] [· j h u] [· j h u] [· ho p k i n s] [· ho p] [· ho p s] [· ho p s]

Recount adjacent 
token pairs

• · + ho → 4      ho + p → 4
• j + h  → 3      h + u  → 3
• · + j  → 2      p + s  → 2
• p + k  → 1      k + i → 1      i + n → 1      n + s → 1
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BPE training: Example
§ Example: 

Our (very fascinating🙄) training data: “jhu jhu jhu hopkins hop hops hops” 
Pre-tokenize by attaching each space to the following word:

[jhu] [·jhu] [·jhu] [·hopkins] [·hop] [·hops] [·hops]
Base vocab:  ·, h, i, j, k, n, o, p, s, u, ho
Tokenized data: [j h u] [· j h u] [· j h u] [· ho p k i n s] [· ho p] [· ho p s] [· ho p s]

Choose a 
new pair

• · + ho → 4      ho + p → 4
• j + h  → 3      h + u  → 3
• · + j  → 2      p + s  → 2
• p + k  → 1      k + i → 1      i + n → 1      n + s → 1
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BPE training: Example
§ Example: 

Our (very fascinating🙄) training data: “jhu jhu jhu hopkins hop hops hops” 
Pre-tokenize by attaching each space to the following word:

[jhu] [·jhu] [·jhu] [·hopkins] [·hop] [·hops] [·hops]
Base vocab:  ·, h, i, j, k, n, o, p, s, u, ho, hop
Tokenized data: [j h u] [· j h u] [· j h u] [· ho p k i n s] [· ho p] [· ho p s] [· ho p s]

Add the new 
merged token to 

our vocab

• · + ho → 4      ho + p → 4
• j + h  → 3      h + u  → 3
• · + j  → 2      p + s  → 2
• p + k  → 1      k + i → 1      i + n → 1      n + s → 1
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BPE training: Example
§ Example: 

Our (very fascinating🙄) training data: “jhu jhu jhu hopkins hop hops hops” 
Pre-tokenize by attaching each space to the following word:

[jhu] [·jhu] [·jhu] [·hopkins] [·hop] [·hops] [·hops]
Base vocab:  ·, h, i, j, k, n, o, p, s, u, ho, hop
Tokenized data: [j h u] [· j h u] [· j h u] [· hop k i n s] [· hop] [· hop s] [· hop s]

Add the new 
merged token to 

our vocab

• · + ho → 4      ho + p → 4
• j + h  → 3      h + u  → 3
• · + j  → 2      p + s  → 2
• p + k  → 1      k + i → 1      i + n → 1      n + s → 1

Note: Training learns the vocabulary and merge order. 
Inference applies them! 
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BPE at inference time 
§ Given then new text: 

1. Apply the same normalization + pre-tokenization used during training.
2. Split each chunk into base units (e.g., characters).
3. Within each chunk, 

1. repeatedly apply the earliest-learned merge that is currently possible; 
2. stop when no learned merge applies.
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BPE at inference time: example
§ Suppose training learned these rules, in order:

o 1. l   + o  → lo
o 2. lo  + w  → low
o 3. e   + r  → er
o 4. low + er → lower

§ Now we want to tokenize: “lowered”
o [l o w e r e d]

• ↓ Rule 1: l + o → lo
o [lo w e r e d]
o ↓ Rules 2 and 3 both apply; rule 2 has priority
o [low e r e d]
o ↓ Rule 3: e + r → er
o [low er e d]
o ↓ Rule 4: low + er → lower
o [lower e d]

What is the computational 
complexity of doing this? 
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BPE at inference time—efficiently
§ For a given chunk, we look up the relevant merge rules in a hash table:

(left_token_id, right_token_id) → (merged_token_id, merge_rank)
§ For example, if our chunk is [a b c d], the relevant rules will be: 

o (a, b) → rank 800 
o (b, c) → no learned merge 
o (c, d) → rank 12,000

§ A lookup takes expected O(1) time, regardless of vocabulary size V. 
§ For a chunk starting with n tokens:

o There are at most n-1 merges.
o Each merge introduces at most two new neighboring pairs to check.
o Managing those candidates in the priority queue costs O(log n) per operation.
o That gives O(n log n) expected time per chunk.

§ Vocab size still affects storage and initialization: the vocabulary and merge table typically 
occupy O(V) space and are loaded once, then reused across inputs.

Bonus
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Pulse check: True or false 
§ Q: BPE always splits words into meaningful linguistic units.
§ A: False: merges reflect frequency, not necessarily meaning.

§ Q: A word absent from the tokenizer’s training data must become <UNK>.
§ A: False: an unseen word can be composed of known smaller tokens. An unsupported 

base character may still cause <UNK> without byte fallback.

§ Q: At inference time, BPE chooses merges by counting pair frequencies in the new input.
§ A: False: inference uses the learned merge priorities.

§ Q: Increasing the BPE vocabulary usually trades shorter sequences for larger embedding 
and output matrices.

§ A: True: this is a central vocabulary-size trade-off.
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Who uses what?
Model Year Algorithm (library) Base unit
Qwen3 / Qwen3.5 / Qwen3.6 2025–26 BPE (HF tokenizers) Byte-level
Gemma 1 / 2 / 3 / 3n / 4 2024–26 BPE (SentencePiece) Characters + byte fallback
GLM-4.5 / GLM-5 / 5.1 / 5.2 2025–26 BPE (HF tokenizers) Byte-level
Kimi K2 / K2.5 / K2.6 / K3 2025–26 BPE (tiktoken) Byte-level
DeepSeek-V3 / R1 / V4 2024–26 BPE (HF tokenizers) Byte-level
Mistral 2 / 3 / 4 2024–26 BPE (tiktoken) Byte-level
GPT-5 / GPT-4.1 / GPT-4o / GPT-OSS 2024–25 BPE (tiktoken) Byte-level
Llama 3 / 3.1 / 3.3 2024 BPE (tiktoken) Byte-level
GPT-4 / GPT-3.5 2022–23 BPE (tiktoken) Byte-level
Mistral 7B / Mixtral 2023 BPE (SentencePiece) Characters + byte fallback
Llama 2 2023 BPE (SentencePiece) Characters + byte fallback
T5 2019–22 Unigram (SentencePiece) Characters only (<unk> possible)

BERT 2018 WordPiece Characters only (<unk> possible)

Most BPE is based on Bytes. 
We rarely use character-based BPE. BPE is the dominant algorithm. 
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Alternatives:  Byte-level BPE
§ Start from bytes, not characters. Text gets encoded as a sequence of UTF-8 bytes, so

the base vocabulary is the 2^8 = 256 possible byte values.
o ASCII characters are 1 byte (e.g., H -> 01001000, value: 72). 
o Other characters take 2-4 bytes (é → C3 A9, 😀→ F0 9F 98 80).

§ Pre-tokenize first. A regex splits text into chunks (words, numbers, punctuation, 
whitespace), and merges happen only within a chunk. (same as before) 

§ Train BPE on the byte sequences. Repeatedly merge the most frequent adjacent pairs. 
o Early merges often reassemble multi-byte characters; 
o Later ones build subwords and whole words.

§ Detokenize (e.g., at generation time) by concatenating the tokens' bytes, then UTF-8 
decoding.

§ Pros: (1) no out-of-vocabulary problem ever; (2) no need for a huge base vocabulary. 

ByT5: Towards a Token-Free Future with Pre-trained Byte-to-Byte Models, Xue at al. 2021, and several others]

https://arxiv.org/pdf/2105.13626.pdf
https://arxiv.org/pdf/2105.13626.pdf
https://arxiv.org/pdf/2105.13626.pdf
https://arxiv.org/pdf/2105.13626.pdf
https://arxiv.org/pdf/2105.13626.pdf
https://arxiv.org/pdf/2105.13626.pdf
https://arxiv.org/pdf/2105.13626.pdf
https://arxiv.org/pdf/2105.13626.pdf
https://arxiv.org/pdf/2105.13626.pdf
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BPE + Character fallback 
§ Base vocabulary = frequent characters + 256 byte tokens.

o Keep the most frequent characters that cover a target corpus (avoid char blowup). 
o Add reserved byte tokens <0x00> … <0xFF>.

§ Train BPE merges over characters (as in character-level BPE). 
o Byte tokens never take part in merges.

§ At encoding time, an unknown character becomes its UTF-8 bytes instead of [UNK].
o E.g., "hello 🦙" → [▁hello, ▁, <0xF0>, <0x9F>, <0xA6>, <0x99>]

§ Pros:
o No out-of-vocabulary problem, as in byte-level BPE.
o Normal tokens contain whole characters, so they never split a character.

§ Cons:
o Chars outside the vocabulary always cost 2-4 tokens, since byte tokens are never merged.

Bonus
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Limitations of BPE
• The base vocabulary must include every character you want to handle.

• Unicode has ~150k characters. Including them all takes up the vocabulary.

• Token boundaries need not correspond to meaningful linguistic units.
• E.g., “Understand” -> [“Under”, “stand”] -Doesn’t mean “stand beneath”!

• Contiguous subwords cannot capture 
every kind of language morphology.

• In languages with non-concatenative (e.g., 
Arabic) morphology, roots and inflection 
are not separable via contiguous split 
of subwords.

CANINE: Pre-training an Efficient Tokenization-Free Encoder for Language Representation, 2021 

https://aclanthology.org/2022.tacl-1.5.pdf
https://aclanthology.org/2022.tacl-1.5.pdf
https://aclanthology.org/2022.tacl-1.5.pdf
https://aclanthology.org/2022.tacl-1.5.pdf
https://aclanthology.org/2022.tacl-1.5.pdf
https://aclanthology.org/2022.tacl-1.5.pdf
https://aclanthology.org/2022.tacl-1.5.pdf
https://aclanthology.org/2022.tacl-1.5.pdf
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Alternatives: WordPiece
§ Builds a vocabulary to improve the likelihood of the training corpus.

o Training recipe*: Start with chars; repeat until the target vocabulary size:
o While vocab size < target: 

1. Count tokens and adjacent pairs.
2. Select the pair with the highest score:
3. Merge the pair, add the new token, and update counts.

§ Intuition: Favors pairs that occur together frequently relative to their individual frequencies.
o ("un", "##able") may not merge despite its high frequency, as both parts appear frequently in corpus.
o ("hu", "##gging") may merge faster if “hugging” is common, as its parts are individually less frequent.

Shuster & Nakajima 2012; Wu et al. 2016

(*Illustrative reconstruction; Google’s original vocabulary-training implementation was not released.)

Bonus

https://storage.googleapis.com/pub-tools-public-publication-data/pdf/37842.pdf
https://storage.googleapis.com/pub-tools-public-publication-data/pdf/37842.pdf
https://arxiv.org/abs/1609.08144
https://arxiv.org/abs/1609.08144
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Alternatives: Unigram LM
§ Starts with a large vocabulary of candidate substrings and prunes it down.

o BPE/WordPiece: grow the vocabulary by merging.
o Unigram LM: shrink the vocabulary by removing tokens.

§ A probabilistic problem: The best tokenization is the segmentation with the highest probability. 

§ Training: 
o Start with a large candidate vocabulary, such as all frequent substrings.
o Repeat until the target vocabulary size

• Use EM to estimate each subword's probs. 
• For each subword, compute how much the corpus likelihood drops if it were removed.
• Prune the lowest-impact tokens, e.g., the bottom 10–20%. (Retain chars for coverage)

§ Inference: is done via dynamic programming (Viterbi) to find the most prob segmentation.

Subword Regularization: Improving Neural Network Translation Models with Multiple Subword Candidates

Bonus

https://aclanthology.org/P18-1007.pdf
https://aclanthology.org/P18-1007.pdf
https://aclanthology.org/P18-1007.pdf
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Alternatives: Unigram LM

§ Some have argued that BPE produces tokens that are less aligned with morphology.
§ But BPE based LMs do work fine – linguistic alignment is one consideration alongside 

compression and downstream performance.

Byte Pair Encoding is Suboptimal for Language Model Pretraining

Bonus

https://aclanthology.org/2020.findings-emnlp.414.pdf
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Dealing with white spaces 
§ To preserve the original text, lossless tokenizers must encode whitespace too.

§ Older practice: Often attaches space as a prefix to the next word 
("world" vs. " world" are different tokens); 
o Tokenizing one space at a time wastes tokens
o multi-space tokens shorten code sequences.

§ A fix: a new pre-tokenization regex and added dedicated 
multi-space tokens which groups 4 spaces into a single 
token and has dedicated tokens for whitespace seqs up 
to 128 spaces. 

GPT-NeoX-20B: An Open-Source Autoregressive Language Model, 2022

Bonus

https://arxiv.org/pdf/2204.06745
https://arxiv.org/pdf/2204.06745
https://arxiv.org/pdf/2204.06745
https://arxiv.org/pdf/2204.06745
https://arxiv.org/pdf/2204.06745
https://arxiv.org/pdf/2204.06745
https://arxiv.org/pdf/2204.06745
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Dealing with numbers
§ Numbers are challenging: 

o Frequent digit sequences may become tokens, producing irregular numeric boundaries.
o Inconsistent tokenization depending on the context: (illustrative)  

• "1234" → 123+4, but "1235" → 12+35
• “42” → 42 (single token; common token); “47”→ 4+7

§ Fix #1: Force every digit (0–9) to be its own token 
o Guarantees consistency: every "7" is always the same token
o Trade-off: longer sequences for large numbers 

Mixral, Llama 1/2, DeepSeek, and 
Gemma tokenizers broke down 
numerical sequences into a separate 
token for each digit.

https://www.artfish.ai/p/how-would-you-tokenize-or-break-down

Bonus

https://www.artfish.ai/p/how-would-you-tokenize-or-break-down
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Dealing with numbers
§ Numbers are challenging: 

o Frequent digit sequences may become tokens, producing irregular numeric boundaries.
o Inconsistent tokenization depending on the context: (illustrative)

• "1234" → 123+4, but "1235" → 12+35
• “42” → 42 (single token; common token); “47”→ 4+7

§ Fix #1: Force every digit (0–9) to be its own token 
o Guarantees consistency: every "7" is always the same token
o Trade-off: longer sequences for large numbers 

§ Fix #2: Pre-tokenize numbers into chunks of at <three digits. Apply BPE within each chunk. 

GPT-4 and GPT-4o 
tokenizers broke down 
numerical sequences into 
groups of 3.

Bonus
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Dealing with numbers
§ Numbers are challenging: 

o Frequent digit sequences may become tokens, producing irregular numeric boundaries.
o Inconsistent tokenization depending on the context: (illustrative)

• "1234" → 123+4, but "1235" → 12+35
• “42” → 42 (single token; common token); “47”→ 4+7 

§ Fix #1: Force every digit (0–9) to be its own token 
o Guarantees consistency: every "7" is always the same token
o Trade-off: longer sequences for large numbers 

§ Fix #2: Let BPE do its merging on numbers but cap its length (commonly 3). 
§ Fix #3: Right-aligned digit groups can improve arithmetic. 

o It aligns better with base-10 place value. 
o Left to right: "1234567" → 123 | 456 | 7
o Right to left: "1234567" → 1 | 234 | 567

https://huggingface.co/spaces/huggingface/number-tokenization-blog

Bonus
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Special token reserved IDs
§ Some models reserve unused token IDs and corresponding embedding rows for 

future extensions.
§ So new ones can be added later without resizing the whole 

vocabulary/embedding matrix. 

§ Note: Assigning a new token does not teach the model its meaning; additional 
training is needed.

Model Release Reserved block
Kimi K2, K2.5, K2.6 2025-26 3840

Qwen 2.5/3 2024-25 208
Gemma 3 2025 99
Llama 3 2024 256

Bonus
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Vocab sizes

§ Many earlier models (mainly English-only) had a vocab size of 30-60k (right). 
§ While more recent multilingual models typically have >> 100k tokens (left). 
§ Some teams size vocabs to align with hardware/tensor-parallel efficiency.

o 2¹⁵ = 32,768; 2¹⁶ = 65,536; 131,072 = 2¹⁷; 262,144 = 2¹⁸; 

Model Release Vocab size
Kimi K2, K2.5, K2.6 2025-26 160k

GLM-4/GLM-4.6 2024-25 150k 

GPT-OSS 2025 201k

Qwen 2.5/3 2024-25 151k

Gemma 3 2025 262k

DeepSeek-V3 2024 128k

mT5 2020 250k

Model Release Vocab size
Original 
Transformer 

2017 37k 

GPT1 2018 40k 

GPT2/3 2019-20 50.2k

T5 2019 32k

Llama 2023 32k

GPT4 2023 100.2k

Bonus
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Summary
§ Motivation: what is a good atomic unit for feeding lang to LMs? 

o Words: too coarse
o Characters: too small
o Subwords: a good middle ground. 

§ Nice intuitions to remember:
o Tokenization is compression for [almost] free. 
o Shorter sequences, at the cost of a larger vocabulary.

§ What are some new ideas in tokenization? 

Bonus
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SuperBPE
§ The standard BPE first splits the words into chunks separated by white spaces. So that a 

token in the vocab can never cross the white space border. 

§ What if tokens contained whitespace? 
o Multi-word expressions act as single semantic units (e.g., "by the way”, “for example”)
o Longer tokens means model can generate more efficiently.

§ Approach: 
o Stage 1: learn ordinary subwords (like normal BPE)
o Stage 2: learn "superwords" that span multiple words/whitespace

• Critique: Only works for languages for many white spaces (e.g. English). What about 
Chinese, Japanese and other no-white-space languages?

SuperBPE: Space Travel for Language Models, 2025

Bonus
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SuperBPE

SuperBPE: Space Travel for Language Models, 2025

Bonus

https://arxiv.org/abs/2503.13423
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Lang Tokenization in Visual Space 
§ Some prior work have tried encoding text as pixels. (Rust et al.)
§ Recent works (e.g., DeepSeek-OCR) render a page as an image and encode it into a 

small number of "vision tokens”.   
§ They boast 10x compression with minimal accuracy drop. 

PIXEL (Rust et al., 2022/2023); DeepSeek-OCR (Wei et al.)
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