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Recap: Neural Nets 

§ A powerful function-approximation tool. 

§ Can be trained efficiently via Backpropagation. 

§ Our focus here: how to use NNs for language modeling. 



3

Big Picture: Language Modeling + NNs
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Building First Neural LMs 

1. Feeding text to NNs 
2. Fixed-window neural language models 

Chapter goal: Get more comfortable with thinking about the role of neural networks in 
modeling distribution of language. 
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Feeding Text to 
Neural LMs
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Feeding Text to Neural Nets

§ Neural Nets expect numbers. 
§ How do you turn text into numbers?
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Feeding Text to Neural Nets

§ How do you actually look up these embeddings? 
§ How can you train these embeddings? 
§ Idea: 

o (1) maintain an embedding matrix for all the words. 
o (2) this embedding matrix can be counted as a trainable layer in your neural net.

Text Input

The movie was great!

Tokenized Input

The movie was great!

Embedded Input
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Embedding lookup: example

tokenization

I love Pepperoni Pizza
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Embedding lookup: example

["I ", " _love ", "▁Pep", "per", "oni", "▁pizza"]

I love Pepperoni Pizza

tokenization
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Embedding lookup: example

["I ", " _love ", "▁Pep", "per", "oni", "▁pizza"]

Embedding  
matrix
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Vocab size

I love Pepperoni Pizza

tokenization
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Embedding lookup: example

I love Pepperoni Pizza
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Embedding lookup: example

Vocab size

Embedding  
matrix

𝑑

["I ", " _love ", "▁Pep", "per", "oni", "▁pizza"]
Input

Input

Sequence length

𝑑

I love Pepperoni Pizza

tokenization
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The input encoding pipeline: In Practice

# an Embedding module containing 10 tensors of size 3
n, d = 10, 3
embedding = nn.Embedding(n, d)
# a batch of 2 samples of 4 indices each
input = torch.LongTensor([[1, 2, 4, 5], [4, 3, 2, 9]])
embedding(input)
tensor([[[-0.0251, -1.6902,  0.7172],

[-0.6431,  0.0748,  0.6969],
[ 1.4970,  1.3448, -0.9685],
[-0.3677, -2.7265, -0.1685]],

[[ 1.4970,  1.3448, -0.9685],
[ 0.4362, -0.4004,  0.9400],
[-0.6431,  0.0748,  0.6969],

Initialize a random embedding 
matrix 

Indices corresponding to input 
units (tokens)

Retrieved the embeddings 
corresponding to the token ids 

with index lookup
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Fixed-Window 
MLP Language Models 
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A Fixed-Window Neural LM

§ Given the embeddings of the context, predict a target word on the right side. 
§ Discard anything beyond its context window 

intoturningproblemsourand

context words in window of size 4 target worddiscard

blah    blah    blah     blah     
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A Fixed-Window Neural LM

§ Given the embeddings of the context, predict a target word on the right side. 
§ Training this model is basically optimizing its parameters Θ such that it assigns 

high probability to the target word.

intoturningproblemsour

context words in window of size 4 target word

and
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A Fixed-Window Neural LM

intoturningproblemsour

context words in window of size 4 target word

and
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lookup embeddings

[Bengio et al. 2003]
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concatenated word embeddings

𝑥 = [𝑣!, 𝑣", 𝑣#, 𝑣$]

hidden layer

ℎ = 𝑓(𝑊!𝑥)

output distribution

y = softmax(𝑊"ℎ)
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A Fixed-Window Neural LM: 
Compared to N-Grams 

Improvements over n-gram LM:
§ Tackles the sparsity problem
§ Model size is O(n) not O(exp(n));

n being the window size. 
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context words in window of size 4 target word

and

O O O O O O O O O O O O 

lookup embeddings

[Bengio et al. 2003]

concatenate

O O O O O O O O O O O O O O O 

mat

table

bed

desk

chair

Prob

Softmax

𝑾!

𝑾"



19

A Fixed-Window Neural LM: 
Compared to N-Grams 

Remaining problems:
§ Fixed window is too small
§ Enlarging window enlarges 𝑾;

Dependencies outside the 
window are inaccessible.

§ Adding depth does not recover 
discarded context.
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What Changed from N-Gram LMs to Neural LMs? 

§ What is the source of Neural LM’s strength? 
§ Why sparsity is less of an issue for Neural LMs? 

§ Answer: In n-grams, we treat all prefixes independently of each other! (even 
those that are semantically similar) 

students opened their ___ 
pupils opened their ___ 
scholars opened their ___ 
undergraduates opened their ___ 
students turned the pages of their ___ 
students attentively perused their ___ 
...

Neural LMs are able to
share information across 
these semantically-similar 
prefixes and mitigate the 

sparsity issue. 
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Summary
§ Language Modeling (LM), a probabilistic model of language
§ N-gram models (~1980 to early 2000’s)

o Difficult to scale to large n’s 
§ Fixed-window Neural LM (~early 2000’s):

o First of many neural LMs
o Share statistical strength through learned embeddings
o Cannot use context beyond their fixed window 

§ Recurrent neural nets (~2010 to ~2018)
o Widely used for LMs in the 2010s.
o Can use variable-length context, but struggle to learn long-range dependencies.
o Sequential computation limits parallel training.

§ Next: Transformers! 


